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1. Hypothesis testing 

Nearly all Introductory statistics courses present the subject of hypothesis testing as a coherent body of 
knowledge with clearly defined rules and procedures, in actual fact this is far from the case, what is 
presented in most introductory books is an illogical mismatch of conflicting viewpoints which are still hotly 
debated by statisticians today (Livingstone & Cassidy 2005, Goodman 1993, Hubbard 2004). The best way to 
present these conflicting viewpoints is to consider the beliefs of the various warring fractions with a quick 
historical review (this approach is suggested by Spanos 1999 p. 681), lets start with the daddy! 

1.1 R A Fisher  

Sir Ronald Aylmer Fisher (1890 – 1962) is considered to have been the greatest 20th century statistician and 
you will have come across his name in every chapter so far, including the controversy over smoking and 
cancer in the chapter on simple regression. If you would like to read more about him, try the Wikipedia entry 
or read the excellent book by Salsburg 2002 or for a more mathematical and personal approach see his 
daughters biography of him (Box 1978). For a rather unkind and crude evaluation of him Ziliak and McCloskey 
2009 fits the bill.  

Silva-Ayçaguer & Suárez-Gil et al 2010 provide a good summary of one aspect of his work :   

The null hypothesis statistical testing (NHST) has been the most widely used statistical approach in health research over the past 80 
years. Its origins dates back to 1279 . . . . when the statistician Ronald Fisher formally introduced the concept of "null hypothesis" H0 - 
which, generally speaking, establishes that certain parameters do not differ from each other. He was the inventor of the "P-value" 
through which it could be assessed [2]. Fisher's P-value is defined as a conditional probability calculated using the results of a study. 
Specifically, the P value is the probability of obtaining a result at least as extreme as the one that was actually observed, assuming 
that the null hypothesis is true. The Fisherian significance testing theory considered the p-value as an index to measure the strength 
of evidence against the null hypothesis in a single experiment. The father of NHST never endorsed, however, the inflexible 
application of the ultimately subjective threshold levels almost universally adopted later on (although the introduction of the 0.05 
has his paternity also). 

 

The important thing to note from the above is that Fisher really only interpreted the P value in relation to the 
null hypothesis (i.e. the sampling distribution when the parameter value =0). Looking back at the Assessing a 
single mean chapter notice on pages 7 and 10 how I interpret the p values, take for example the one on page 
7: 

Given that the sample was obtained from a population with a mean of 120, a sample of 15 observations with a mean of 96 or 144 or 
one more extreme will occur 1.8% of the time (p=.018, two tailed) , that is just under two samples per hundred on average. 

Fisher then said that we can set a cut off value where if the p value was equal to it or less than it it would 
indicate that either a rare event had occurred or the null hypothesis model was wrong (Fisher called this a 
logical disjunction).  Because of the way the investigation had been designed (Fisher was a true scientist and 
developed many extremely important research designs)  we can ignore the first explanation therefore the 
problem must be with our null hypothesis model. In rejecting our null hypothesis model we accept some 
other alternative model (usually called the alternative hypothesis).  

Fisher felt that the cut off value, called the critical value, should be flexible, based upon our knowledge of the 
area, the particular experiment and past experiments, and the risk associated with setting a particular value 
(the higher we set our cut off point he more likely we will reject the null hypothesis model). 

So what is the alternative hypothesis? For an example lets consider the paired t test, in most text books 
concerning this test, the null and alternative hypothesis are represented thus 

H0 = μ=0         versus alternative       H1 = μ≠0               [μ = population mean] 

Fisher would have approved of this as he accepted that while we know the pdf for the null model we know 
nothing about the infinite number of alternative models (the alternative hypotheses). 
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Lets take another example, looking back at the Assessing 
two means chapter p.13 lets consider how we interpreted 
our example of the two independent samples t test, 
where I used the Fisher interpretation. 

From the picture opposite we see that for our two sample 
t test we obtained a p value that is outside the rejection 
region so we accept the null hypothesis, if the p value was 
within the rejection region we would have rejected the 
null model and conclude that the mean of the population 
was not equal to zero.  We don't know what this value is 
just that it is not zero. 

 

So in Fishers world we have a clearly defined null 
hypothesis (i.e. a pdf with a parameter value usually of 
zero) which we evaluate using the P value which we interpret as some type of evidence against the null 
hypothesis, that is the smaller the p value the greater the evidence against the null hypothesis.  

Fisher believed by focusing on the null 
hypothesis we had a manageable situation with 
a known, singular, clearly defined null 
hypothesis model which we can investigate. 
Rather than speculate about the infinite number 
of alternate hypotheses which we can't measure 
and therefore evaluate.  From the very 
beginning there were critics of this approach of 
largely ignoring the alternative hypotheses, 
particularly Gosset who was the person who 
developed the t tests (Ziliak & McCloskey 2009 
p.133). As Gosset said if you reject one 
hypothesis it is only natural to want to replace it 

with another that is definable, unfortunately he didn’t come up with a solution to this problem, but 
fortunately, in the 1930's two other statisticians  suggested a controversial solution to the problem.  

 

1.2 Jerzy Neyman and Egon Pearson 

In 1932 Jerzy Neyman and Egon Pearson, who became Fishers arch enemies, suggested a solution to defining 
the alternative hypothesis they said that you create another specific distribution. So now we have: 

H0 = μ=0         versus alternative       H1 = μ2= a specific value               [μ = population mean] 

By defining this alternative pdf they created the associated concepts of type 2 error (β), Power and effect 
size along with the Non Centrality Parameter (NCP). and in so doing renamed Fishers concept of significance 
(= our p value)  to type one error (= our critical region = alpha =β). We will consider each of Neyman-
Pearsons concepts in turn. but first lets consider how we would interpret the above t test result using the N-P 
approach. To do this we need to calculate values for a specific alternative hypothesis, which we can do in this 
instance using a application called Gpower.  
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Now we have a second distribution and some new 
letters. This second distribution we will call the 
specific alternative pdf.   

We still have a p value but now the emphasis is 
actually on the critical region that we set (= α) and 
its relation to another curve which provides a beta 
(=β) probability. How can we interpret these new 
values, considering the manner N-P suggested 
which was in terms of decisions, we have: 

α= p(reject ho |ho true) 

1-α= p(accept ho |ho true)  = specificity 

β = p(reject h1|h1 true) 

1-β = p(accept h1|h1 true)  = power 

The important thing to note from you above is that 
we have two beneficial decisions and two 
erroneous ones.  For any experiment we want to 
optimise the chances of making a good decision 
over an erroneous one, in other words we want to 
minimise the α and β errors, and thus maximise, 

specificity and power 

How can we interpret our value of .3760 for the power of our experiment?  Basically it is the chance of being 
able to reject the null hypothesis given that h1 true.  

So we have a 37% chance of rejecting the null hypothesis given that the specific alternative is true.  Looking 
at this value more generally: 

• Zero power  ->     no chances of rejecting the null hypothesis given that  h1 true 
• 50% power -> 50% chance of rejecting the null hypothesis given that h1 true, note that this is the 

same chance as a coin landing heads. 
• 75% power -> 75% chance of rejecting the null hypothesis given that h1 true, note this is the same 

chance as NOT landing two heads when throwing a coin twice. 
• 87% power -> 87% chance of rejecting the null hypothesis given that h1 true, note this is the same 

chance as NOT landing three heads when throwing a coin three times. 
• 94% power -> 94% chance of rejecting the null hypothesis given that h1 true, note this is the same 

chance as NOT landing 4 heads when throwing a coin 4 times. 
• 100% power -> 100% chance of rejecting the null hypothesis given that h1 true. 

So from the above you should realise that power is an important concept and needs to be measured 

The alternative pdf differs from the null distribution in several ways: 

• It is a different shape to the null distribution (this will be more obvious in latter examples) 
• The peak of the distribution seems to appear at the value of the observed t value (i.e. 1.83). Also the 

shape of the curve is defined by what is called the non centrality parameter. 
• There is a distance between the null and alternative distributions – this is related to the effect size 

measure 
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We can show the above decisions in the 
form of a table (opposite) or two pdfs 
(below).  

.The pdf representation is informative, as 
the aim is to maximise the green areas and 
minimise the yellow ones, this will be the 

subject of the next section, how to achieve maximum power. 

 

 

 

One way of thinking about the two distributions is to think of one as evidence for an effect while the other is 
evidence against it (by providing evidence for the specific alternative). Often the analogy to law is given, lack 
of evidence does not mean evidence of lack? 

The table below highlights the difference between Fishers and Neyman Pearsons interpretation of the p 
value, I have not discussed all these but I feel that the table is still useful. A good article, written by a surgeon 
Cassidy 2005, discusses the aspects mentioned in the table.  

 

Hubbard R Alphabet soup: Blurring the distinctions between p's and α's in Psychological research.  Theory & psychology. 14 (3) 295-327 
Page. 319  

Fisher Neyman-Pearson 

p value α level 

Fisherian significance level Neyman–Pearson significance level (critical value) 
Significance test  Hypothesis test 

Evidence against H0 Type I error—erroneous rejection of H0 
Inductive philosophy—from particular to general  Deductive philosophy—from general to particular 

Inductive inference—guidelines for interpreting strength of 
evidence in data  

Inductive behavior—guidelines for making decisions based on data  

Data-based random variable   Pre-assigned fixed value   
Property of data Property of test  

Short-run—applies to any single experiment/study  
Long-run—applies only to ongoing, identical repetitions of original experiment/study, 

not to any given study  
Hypothetical infinite population  Clearly defined population 

 

  

 Reality - Null Hypothesis   ho 
Null hypothesis: True (null distribution) False (alternative distribution) 

Decision: Reject Type l error = α 
P(value in critical region|ho true) 

1 -  β 
Specificity= POWER  

P(value inside critical region| h1 true) 
 Accept 1 - α 

Sensitivity  
P(value outside critical region| ho true) 

Type ll error = β 
P(value outside critical region| h1 true) 

Ho 

H1 

Alpha (α) probability of 
concluding that the 
sample came from H1 pdf 
when in fact it came from 
the Ho pdf (null true) 

Beta (β) probability of concluding that 
the sample came from H0 pdf when in 

fact it came from the H1 pdf 
(alternative true) 

Power (1-β) probability of concluding that the sample 
came from H1 pdf when in fact it came from the H1 

distribution (alternative true) 

Sensitivity probability of concluding that the sample came 
from H0 pdf when in fact it came from the H0 distribution 

(null true)  

 

 

 

Neymen & Pearsons Approach 

Definitions based on those 
in Norman & Streiner 2008 
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Exercise  

1. Looking at the pdfs opposite for the null and 
specific alternative, what is the maximum power an 
experiment could hope to achieve? 

2. Which are the good and bad decisions - mark on 
the graph 

 

Some definitions 
Significant Criterion (Cohen 1988) = type one error = Alpha α = error 
rate of failing to reject a true null hypothesis 

Type two error = Beta (β) = error rate of failing to reject a false null 
hypothesis 

Power  the probability that the significance test will reject the null hypothesis for a specified value of the alternative hypothesis. 

 

2. Factors affecting Power 

Now we have established the fact that maximising power is usually a good thing we will look at various 
factors that affect it and see how we can manipulate them in a positive manner.  

 
 

By considering the graphical interpretation of the null and 
alternative pdfs the way each of these affects power 
becomes obvious.   

 

Exercise 

1. Within the R A Fisher approach which of the following is not true: (one correct choice) 

a. P value =Probability of the observed data (statistic) or more extreme given that the null hypothesis is true 
b. P value is interpreted on a individual experiment basis 
c. The critical value is specific to a experiment 
d. P value  is interpreted a evidence  against the null hypothesis, lower values greater strength of evidence 
e. Decision rules form a major component in Fishers approach 

 

2. Within the Neyman Pearson approach Alpha (α) is interpreted as: (one correct choice) 

a. Probability of rejecting the null hypothesis assuming it is true 
b. Probability of accepting the null hypothesis assuming it is true 
c. Probability of rejecting the specific alternative hypothesis assuming it is true 
d. Probability of accepting the specific alternative hypothesis assuming it is true 
e. None of the above 

 

3. Within the Neyman Pearson approach power is: (one correct choice) 

a. Probability of rejecting the null hypothesis assuming it is true 
b. Probability of accepting the null hypothesis assuming it is true 
c. Probability of rejecting the specific alternative hypothesis assuming it is true 
d. Probability of accepting the specific alternative hypothesis assuming it is true 
e. None of the above 

  

Factors affecting Power: 
Factor Influence on Power 

Increase  
α 

↑ Beneficial 

Increase Sample Size (=N ) ↑ Beneficial 

Reduce Variance  

(=δ2 ) 

↑ Beneficial 

Increase Effect Size  
(= d = φ' ) 

↑ Beneficial 

H 

H 

0 

1 Power 

α 

β 

Sensitivity 

Shaded parts are 
the errors we 
want to minimise 
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Increasing Alpha α (type one error) 

 

Exercise  

If we move the decision point to the left what happens 
to α and β.  Is there any undesirable side effect to doing 
this? 

Hint: remember we are talking about areas under the 
curve. 

 

 

Decreasing - α (type one error) 

Relationship between Sample Size and Variance 

 

2

variation (standard error)
N

Variance
sample size

δ
=

=

 

Knowing that we want as little variability (the opposite to 
reliability) as possible: 

1 What happens if we increase sample size? 

2. What happens if we reduce variance? 

 

 

Increasing Sample Size                                                                                  Decreasing Variance 

 

Increasing sample Size or Decreasing Variance has similar effects 

Power ↑ 

  

H 

H 

0 

1 Power 

α 

β 

Sensitivity 

H 

H 

0 

1 Power  ↓ 

α 

β 

Sensitivity 

Moving the 
decision point to 
the right 

Remember the value of alpha has 
decreased because we are talking about 

areas 

H 

H 

0 

1 Power ↑  

α 

β 

Sensitivity 

Distributions 
becomes more 

peaked 
H 

H 

0 

1 Power ↑  

α 

β 

Sensitivity 

Distributions 
becomes more 

peaked 
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Effect size 

Power 

• Ideal is 0.8 
• Dependent upon test being used 
• Parametric tests slightly more powerful if 

assumptions met 
 
Why do we need to consider it: 

• Optimise chances of being able to 
Reject Null Hypothesis  

• Prevent Waste of Time / Resources 
(subjects cost money – minimum 
number required for required power 
most important) 

 

3. Post hoc power analysis –
out of favour 

While much of the above has been 
concerned with planning how to design an 
investigation with adequate power, one can 
also carry out a power analysis after the 
event, such post hoc, power analysis was up 
until a few years ago considered to be very 

useful ,however more recently the logic behind the approach has been questioned suggesting that the 
maximum power that can be attributed to an investigation post hoc is 0.5 (Zumbo 1998, Hoenig & Heisey 
2001, Wang 2010, Ellis 2010). Given this proviso it may still be useful to carry out a post hoc power analysis if 
the investigation failed to produce a insignificant p value, that is one that did not lead to rejection of the null 
hypothesis. Clearly a 'significant' result (i.e. one with a p value inside the critical region) would not require 
such an analysis.  

The other research area in which post hoc power analysis is undertaken is in meta-analysis, in this situation 
the above risk of a maximum value of 50% power does not apply (Wang 2010). 

Basically: 

Insignificant result -> study possibility of insufficient power? 

 

Exercise 

1. Statistical Power is affected by several factors which of the following is false: (one correct choice) 

a. Effect size, increasing it, increases power  
b. Sample size, increasing it, increases power  
c. Type one error (α), increasing it, increases power  
d. Type two error (β), increasing it, increases power  
e. Variance decreasing it, increases power  

  

H 

H 

0 

1 Power  ↑ 

α 

β 

Sensitivity 

Increasing the distance 
between the two distributions 

= increasing the 
efect size 

Sample size 
Alpha  

(type one error) 

Power 
(1 - beta) 

Effect size + 

+ 

+ 

+ 

Relationship between sample size, effect size, Alpha and Power 
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2. Statistical Power, when considering the Null and specific alternative pdfs is graphically: (one correct choice) 

a. Area of the h1 pdf covering the values not in the critical region in the h0 pdf 
b. Area of the h0 pdf covering the same x values as the critical region in the h0 pdf 
c. Area of the h0 pdf covering the values not in the critical region in the h0 pdf 
d. Area of the h1 pdf covering the same x values as the critical region in the h0 pdf 
e. Value of the h1 pdf at the critical value of the h0 pdf 
 

 
3. Analysis of Statistical Power can be undertaken after an investigation in certain circumstances. Which of 
the following is one of them? (one correct choice) 

a. Failure to achieve a significant (i.e. P value within critical region) result  
b. Obtaining a significant (i.e. P value outside critical region) result  
c. Failure to achieve expected sample size  
d. Effect size measure greater than that expected 
e. Greater loss to followup than expected  

 

4. An original investigation reports a Power of 0.5, the investigator then recruits approximately 30% more 
subjects and carries out an analysis on the larger dataset. What are the chances of her obtaining a significant 
result (i.e. p value in critical region) if the specific alternative hypothesis is assumed to be true now? (one 
correct choice) 

a. 0% 
b. Below 50% 
c. 50% approximately 
d. Above  50% 
e. (50  + 30)% 

 
5. Which of the following applications is most frequently used to carry out a power analysis? (one correct 
choice) 

a. SPSS 
b. Epi Info 
c. Gpower 
d. Excel 
e. Word 

 

4. Sample size requirements / Power analysis 

Sample size analysis is directly linked to Power analysis. Power analysis is either carried out before one 
undertakes an investigation, usually to determine the minimum required sample size required to detect an 
effect or afterwards, when one has not achieved a significant finding (in the P value sense) to discover if the 
sample size was too small (and hence power too low). Both uses will be demonstrated below.  

Assessing power before the investigation requires information about, planned Alpha value, one or two tailed 
approach and expected effect size. This last data requirement is often problematic, as frequently you don't 
know the effect size of your investigation until you have undertaken it, and it probably one of the reasons 
why you are undertaking the research! Usually investigators make use of results from literature reviews or 
carry out a pilot study to gain information about the expected effect size.  

For basic Power analysis / sample size estimation we will use a free piece of software called Gpower, this 
does most everyday calculations required, however for more complex designs such as survival analysis you 
probably need to use a commercial application such as Power and precision (http://www.power-
analysis.com/ ) which is expensive, around $700 for the educational version but the good thing is that you 
can have a 30 trial of the software. 

We will now look at Gpower in action for the various statistical tests we have investigated so far.  
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4.1 One sample t test 

Using the example on page 7 of the Assessing a single mean chapter and setting up the dialog box shown 
below (menu option: test-> means -> one group) provides the required information. I have selected a two 
tailed test, and a required power of .8. After using the determine effect size dialog box the result indicates 
that I need a sample size of 19 to achieve a power level of .8  

However looking back at the example there was only 15 in the sample so what was the actual power 
achieved? We can find this out by using the post hoc 
option (see below) and entering in our sample size of 

15 we discover that we actually achieved a power 
of .695 in the investigation. 

You can also investigate how power is affected for 
different sample sizes given a constant effect size 

and α by clicking on the  button 
at the bottom of the dialog. Once in the Gpower 
graph dialog you need to click the Draw plot 
button to see it 

 

 

 

Exercise 

Carry out what is described above.  

Also look at the x-y plot what sample sizes are acceptable.  
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4.2 Paired t test 

Select the menu option: test-> means -> Two dependent groups matched pairs 

Using the example on page 9 of the Assessing a single mean chapter and setting up the dialog box shown 
below provides the required information. I have selected a two tailed test, and a required power of .8. After 
using the determine effect size dialog box the result indicates that I need a sample size of 18 to achieve a 

power level of .8  

 

So what was the actual power of the results from our 8 subjects, obviously less than .8  Using the post hoc 
option and entering our sample size of 8, indicates that we ended up with an experiment that only had 
power of .42  basically half that required, we really had no chance of producing a significant result in this 
situation. 

 

 

Exercise 

Carry out what is described above and also look at 
the x-y plot, what sample sizes are acceptable.  
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4.3 Two independent samples t test 

Select the menu option: test-> means -> Two independent groups 

Using the example on page 10 of the 
Assessing two means chapter and 
setting up the dialog box shown below 
(see page 14, clinical importance of 
the Assessing two means chapter for 
details) provides the required 
information. I have selected a two 
tailed test, and a required power of .8. 
After using the determine effect size 
dialog box the result indicates that I 
need a total sample size of 68 to 
achieve a power level of .8  

 

 

 

 

 

 

 

 

 

 

We can use the x – plot to see how the power changes for any sample size, keeping other aspects constant. 
Rather than running the 'post hoc' option we can see that for our 20 subjects we would only achieve a power 
level of around .4! 
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Selecting the post hoc option we can see that our study only achieved a power of .376 

 

 

 

You should notice that Gpower has assumed 
equal number in each group, the unequal 
numbers in each group in our design is a 
complication, which usually means a downward 
adjustment in power so it is even probably 
worse. We stood  very little chance of being able 
to reject our null hypothesis. 

   

Exercise 

Carry out what is described above and also look 
at the x-y plot, what sample sizes are acceptable.  

Repeat the exercise using the one tailed option, 
why do you think you have gained different 
results – look at the diagrams. 
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4.4 Mann Whitney U 

Select the menu option: test-> means -> Two independent groups (Wilcoxon/ nonparametric) 

Using the same dataset as on the previous page concerning the independent samples t test provides the 
required information. I have selected a one tailed test, and a required power of .8. After using the determine 

effect size dialog box the result 
indicates that I need a total 
sample size of 46 in comparison 
to the 56 for the analysis on the 
previous page (two tailed) to 
achieve the same power level 
with the independent samples t 
test. 

There are methodological 
problems with calculating the 
power of a non parametric 
statistic, particularly for small 
samples. 

 

 

 

 

Check what the power of our investigation was: 

 

 

 

Exercise 

Carry out what is described above but ensuring 
you use the two tailed option  

Also repeat the analysis using the dataset in the 
Assessing ranks chapter page 12, what sample 
sizes are acceptable.  
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4.5 Correlation 

Select the menu option: test-> correlation & regression -> correlation bivariate normal 

Using the example on page 10 of the Correlation chapter the correlation value is 0.326248 squaring this 
provides the coefficient of determination (=.57118), the value required by Gpower. Setting up the dialog box 
shown below provides the required information. I have selected a two tailed test, and a required power of .8. 
After using the determine effect size dialog box the result indicates that I need a total sample size of 21 to 
achieve a power level of .8 The total sample size I believe is the number of subjects not data items. [this 
needs checking] 

 

 

Exercise 

The analysis described here is for the null hypothesis of the correlation in the population = zero (hence the 
normal looking null distribution compared to the bunched 
up distribution for the alternative one.  

The Gpower manual has a good example of a more realistic 
situation: 

Imagine we assume that the correlation in the population is 
= 0.6 . We further assume that our treatment increases the 
correlation to ρ = 0.65.  If we require α = β =0.05 (that is 
power =.95), how many subjects (i.e. values on two 
variables to produce a value) do we need in a two-sided 
test?  

To find the answer go to: http://www.psycho.uni-
duesseldorf.de/abteilungen/aap/gpower3/user-guide-by-
distribution/exact/correlation_bivariate_normal_model or 
rotate the page to see the picture opposite. 
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4.6 Simple regression 

Select the menu option:  

tests-> correlation & regression -> Linear Multiple regression: fixed model r2 deviation from zero 

It is easier to use the multiple regression option than the simple one from the menu, even though be are 
analysing a simple regression model!   You are asked to enter the R square value (to calculate the effect size) 
and that is it except for the usual power and α values, this time I have requested a power level of .95 along 
with a  α=.05  

Considering the example in the Simple regression chapter pages 5 and 11 we have an R square of .584 and 
adjusted one of .554, using each in turn to see if there is much difference in the way of required sample size 
we discover that Gpower recommends 12 or 13 subjects as the required sample size.   

 

As the dataset has 15 subjects we have a study that does have the required power for once.  However it must 
be noted here that we are considering the usual null hypothesis of a slope of zero, in reality we would 
probably be more interested in either a comparison between two slopes or differences in intercept value, 

Gpower provides power analysis 
options for both these situations as 
well (see menu opposite). 

 

 

 

 

 

 

 

Exercise 

Carry out the analysis described above. 
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4.7 Simple Logistic regression 

This is a more problematic case as the sample sizes required for the usual power levels are often very large, 
that is in the thousands, see http://www.psycho.uni-duesseldorf.de/abteilungen/aap/gpower3/user-guide-
by-distribution/z/logistic_regression for details. Taking the example in the simple Logistic regression chapter, 
the results of which are described on page 10 we have an odds ratio of .9844 (log odds ratio of – 0.0157 

se=.0072; Wald=4.6714; df=1; p value< .0307). To 
obtain the required power we need 861,000 
subjects! The problem is that the odds ratio is so 
close to one. The diagrams below shows how 
gradually increasing the sample size affects the 
power curve, also making the observed (i.e. 
hypothesised value) odds ratio further from one 
would have the same effect. 

 

 

 

 

 

  

mailto:robin@organplayers.co.uk�
http://www.psycho.uni-duesseldorf.de/abteilungen/aap/gpower3/user-guide-by-distribution/z/logistic_regression�
http://www.psycho.uni-duesseldorf.de/abteilungen/aap/gpower3/user-guide-by-distribution/z/logistic_regression�


Introduction to Statistics 
Hypotheses, Power and sample size 

Robin Beaumont robin@organplayers.co.uk   C:\web_sites_mine\HIcourseweb new\stats\basics\part15_power.docx             page 19 of 25 

4.8 A single proportion  

Select the menu option:  

tests-> proportions -> one group difference from constant 

Here we need both the expected (i.e observed) proportion and that 
which we are comparing it against.   Taking the example from the 
Proportions and chi square chapter page 6 we have a population 
proportion of .25 and a observed proportion of .24 with an associated p 
value of .462 (2 tailed), two things to note the p value is insignificant 
that is >.05 and that our observed and population (null hypothesis) 

values are very close so I'm expected a large sample 
size required here to get any reasonable degree of 
power.  

The result confirms this we would need a sample of 
14,563 to detect a difference with such a small 
effect size. 

 

 

With such a small difference between the population 
and the expected proportion we would need a huge 
sample, around 14,000 to stand a chance of producing a 
significant p value.  
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4.9 Chi Square contingency tables 

For a 2×2 table, you can use the Fishers exact 
test option in Gpower.  

Unfortunately the power analysis of larger n x 
m contingency tables is complex. So unless 
you are considering a proposal for funding (or high marks in a 
stats course!) probably use the "no less than 5 EXPECTED 
observations in each cell" rule to determine the adequacy of the 
sample size.  The previous versions (i.e. ver <3) required that you calculate an effect size measure and enter 
it into Gpower you can use a spreadsheet at http://udel.edu/~mcdonald/statchiind.xls to do this and the web 
page (McDonald 2009) explains this. The latest version of Gpower allows you to enter the expected and 
observed proportions for each cell in the Multigroup: Goodness of fit menu option.   

The usefulness of this approach is demonstrated by quoting the example given by McDonald 2009: 

As an example, let's say you're looking for a relationship between bladder cancer and genotypes at a polymorphism in 
the catechol-O-methyltransferase gene in humans. In the population you're studying, you know that the genotype 
frequencies in people without bladder cancer are 0.36 GG, 0.48 GA, and 0.16 AA; you want to know how many people 
with bladder cancer you'll have to genotype to get a significant result if they have 6 percent more AA genotypes. Enter 
0.36, 0.48, and 0.16 in the first column of the spreadsheet [link provided above], and 0.33, 0.45, and 0.22 in the second 
column; the effect size (w) is 0.10838. Enter this in the G*Power page, enter 0.05 for alpha, 0.80 for power, and 2 for 
degrees of freedom. The result is a total sample size of 821, so you'll need 411 people with bladder cancer and 411 
people without bladder cancer. 

4.10 Multiple means 

Gpower allows you to carry out power analyses for a 
wide variety of designs which have multiple means. 
The screenshot below shows the menu structure. 

 

 

Exercise 

1. When carrying out a Statistical Power analysis a 
graph of the following variables is most frequently 
produced: (one correct choice)  

a. Effect size, power  
b. Sample size, power  
c. P value, power  
d. Effect size,  α 
e. β, α  
 

2. When carrying out a Statistical Power analysis which one of the following statements is NOT correct: (one 
correct choice)  

a. A power analysis can indicate the minimum required sample for a given effect size 
b. A power analysis can indicate the expected p value for a given effect size 
c. A power analysis can be undertaken for both parametric and non parametric tests 
d. A power analysis carried out after the investigation is only appropriate in specific circumstances 
e. A power analysis before a investigation can provide important information 
 

  

mailto:robin@organplayers.co.uk�
http://udel.edu/~mcdonald/statchiind.xls�


Introduction to Statistics 
Hypotheses, Power and sample size 

Robin Beaumont robin@organplayers.co.uk   C:\web_sites_mine\HIcourseweb new\stats\basics\part15_power.docx             page 21 of 25 

5. Too large a sample size 

Unbelievably if too many observations are used (resulting in a test being too powerful), even very small 
(i.e. trivial) effect sizes will be mistakenly detected as statistically significant ones. Thus, virtually 
anything can become statistically significant with a large enough sample size, in fact one can think of the 
P value as being an indirect measure of sample size!    

This is why it is so important to consider effect size measures as well as p values, you may have a 
statistically significant result but the effect size might be miniscule and totally inconsequential. 
Specifically (Rosnow & Rosenthal 2003) 

P value  = effect size x sample size, 

The P value is just what we have been interpreting it as a conditional probability (h0 true)  for our observed 
data and those more extreme, nothing more nothing less.  Because the misinterpretation of the p value is so 
widespread I would like to revisit it again. 

6. P value again 

There are several books (Kline 2004, Ziliak & McCloskey 2009) and over 200 articles written about problems 
with interpreting the p value (Thompson 2001, Livingstone & Cassidy 2005, Goodman 1993, Hubbard 2004). 
Wikipedia has a nice distillation of the main areas of debate which I have slightly adapted below 
(http://en.wikipedia.org/wiki/P-value):   

There are several common misinterpretations of the p-values. [references in online version] 

1. The p-value is not the probability that the null hypothesis is true, given our data.  
i.e. p(ho|observed data). This is called the transposed conditional fallacy (Ziliak & McCloskey 2009) or the inverse 
probability error (Kline 2004 p.64) 

2. The p-value is not the probability that the null hypothesis is true 
3. The p-value is not the probability that a finding is "merely a fluke." (Again, this conclusion arises from the "rule" that small 

p-values indicate differences in terms of some type of effect size measure.) 
4. The p-value is not the probability of falsely rejecting the null hypothesis. This error is a version of the so-called prosecutor's 

fallacy. 
5. The p-value is not the probability that a replicating experiment would not yield the same conclusion. 
6. The p-value is not the probability of the alternative hypothesis being true (see (1)). 
7. The critical value of the test is not determined by the p-value. The significance level (i.e. critical value) of a test is a value 

that should be decided upon by the researcher before the data are analysed, and is compared against the p-value or any 
other statistic calculated after the test has been performed. 

8. The p-value does not indicate directly the size or importance of the observed effect (that is why we also report effect size 
measures). This is one example of the size fallacy as p is a probability not a measurement (Ziliak & McCloskey 2009). 

Kline 2004 p.63-91 discusses all the above misconceptions and more, while Ziliak & McCloskey 2009, provide 
rather rambling unfocused discussions of some of them. Ellis 2010 is the moderate (and easy to read) ground 
between them. 

So how can we interpret the p value, very carefully and modestly, as we have been doing so far, the p value is 
the conditional probability of the statistic (based on our observed data) and those more extreme, assuming 
h0 is true. Kline provides three more equivalent explanations to the one I have continually presented in the 
various chapters. Assuming we have a p=.04 in a specific case: 

1. Assuming h0 is true and the study is repeated many times, less than 4% of those results will be even more 
inconstant with h0 than the observed result. 

2. Less than 4% of the test statistics are further away from the mean of the sampling distribution under h0 than 
the one for the observed result. 

3. The odds are less than 1 to 25 (as 1/26 =0.04) of getting a result from a random sample even more extreme 
than the observed one when h0 is true. 

The above subtleties are difficult to appreciate and I would say the majority of researchers are oblivious to 
many of them, this is exacerbated by the fact that a large number of writers of introductory statistics books 
are also unaware of them and continue to lead students astray (Dracup 1995a, Dracup 1995b).    
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I personally find the narrative interpretation of the p value verbose and confusing – I just draw a rough 
diagram of what I imagine the pdf to look like the critical value, obtained p value and the test statistic value, 
as I have done in most of the examples in the chapters. 

 

Exercise 

1. Which of the following statements is the most accurate interpretation of a p value of 0.036: (one correct 
choice)  

a. We are 3.6% sure that the null hypothesis is true 
b. We are 96.4% (i.e. 1-.036)  sure that the alternative hypothesis is true 
c. We are 3.6% sure that the null hypothesis is true given our observed data 
d. We are 3.6% sure that the our observed data are the result of random sampling 
e. We will observe data or that more extreme 3.6% of the time in the long run when the null hypothesis is true. 
 
 

2. Which of the following statements represents the transposed conditional incorrect interpretation of the p 
value, where D = observed data or those more extreme; ho = null hypothesis; h1 = alternative hypothesis: (one 
correct choice)  

a. p(ho|D)  
b. p(D |ho)  
c. p(h1|D)  
d. p(D|h1)  
e. p(ho)  
 

3. Which of the following statements most accurately describes the size fallacy concerning the p value: (one 
correct choice)  

a. Interpreting a p value as a measure of effect size 
b. Interpreting a p value as a probability of support for the alternative hypothesis 
c. Interpreting a p value as the size of alpha 
d. Interpreting a p value as the size of beta 
e. Interpreting a p value as a probability of support for the null hypothesis 
 
 
 

7. Summary 

This chapter has concentrated on three interconnected concepts, power, effect size and sample size.  We 
began by investigating the different approaches taken by Fisher and Neyman – Pearson. The main outcome 
of the discussion was the importance of statistical power and how it's calculation is used to ensure an 
appropriate sample size and preventing you from carrying out an investigation that has zero changes of 
producing a significant result.   

The relationship between p value, effect size and sample size was also presented warning how an over 
powered investigation may produce a statistically significant result with an associated trivial effect size, of no 
practical benefit. 

The chapter ended with a review of the p – value once again. It is rather strange that the aim of this course 
has been to take the focus away from this rather overused idiosyncratic probability and focusing more on 
getting a feel for datasets by 'exploring' them and considering effect size measures, and I end up returning 
once again to P values!  
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9. Appendix  answers to exercise 

Mann whitney u power exercise 
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