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1. Learning outcomes check list for the session 

Each of these seminar sessions aims to provide you with a number of skills (the 'be able to's' below) along 
with appropriate information (the 'know what's' below). After you have completed the session you should 
come back to these points ticking off those you feel happy with. 

 

Learning outcome Tick 
box 

Know what the 'relational' refers to when used in the 
term 'Relational database' 

 

Know what a relationship is  
 

Describe the three common types of relationship 
 

Know what a foreign key is and how it works to 
create a relationship in a table 

 

Know what a Master table is 
 

Know what a Child table is 
 

Understand the relationship between a Master and 
Child table 

 

Be able to identify which table should contain the 
primary and foreign keys to create a particular 

relationship 

 

Know what a resolution table is and how to create 
one. 
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2. Introduction 

In database concepts 1 we discussed the basic building blocks of databases i.e. tables, records, queries, 
privileges and views along with the idea of keys. One of the most important aspects of the relational DBMS, 
of which Base in Libreoffice and Access are examples, is the ability it has to create and maintain 
'relationships' between tables.  Here we will demonstrate what relationships between tables really are, along 
with how useful they can be.  The practical chapter works through a set of exercises demonstrating these 
points. 

3. 'Relational' Databases 

There are several types of database around but the most common at the moment is the ''Relational' one.  
This type of database allows developers to create and maintain 'relationships' between tables.  A 
relationship is a situation where: 

One or more records in one table are referenced ('related to') in one or more records in another table.  

More rarely two fields within a single table are referenced, however for the time being we will ignore this 
relatively rare situation. 

In other words each table may not be an isolated piece of information but is possibly somehow related, and 
therefore influenced, by information held in other tables. 

It should be noted that while this type of database provides the facility to create 'relationships', the database 
developer is in no way forced to use it. The situation is similar to that in word processing where a person 
using a word processor is not forced to use a particular facility (e.g. headings or footnotes). 

To understand what a 'relationship' actually is we will look at examples of several types found in Relational 
databases.  

There are three common types of relationship, one to one, one to many and many to many.  We will begin 
by considering the one to one type. 

 

 



Database concepts (2) 

Robin Beaumont  14/09/2011  e-mail: robin@organplayers.co.uk       D:\web_sites_mine\HIcourseweb new\chap7\s3\dbcon2.doc                 Page 4 of 8 

One record

(master table)

one record

(child table)Refers to ->

4. One to one relationships 

In this situation, one record in a ('master') table relates to one record in another ('child') table. 

For example, assume that each consultant is allowed one full time secretary. In this instance, it is probable 
that the consultant details table is the master table, as they are likely to exist initially without secretaries! 

Two sample tables are shown 
below. Each master record has a 
unique ID. This value is then 
copied into a field of the secretary 
table to indicate to which master 
record it is related. 

The relationship is achieved by 
copying the value of the primary 
key for the particular record in the 

first table (called the Master or 

Parent table) into the record in the 

second table (called the Child 
table).   

Notice the word 'copy' in the above 
sentence.  One can only copy 
something that already exists.  

Because a key field is copied from 
the original table in which it 
belongs into another ('alien') table it 

is called a foreign key when it 
occurs in the latter. 

To recap a foreign key value can only be placed in a child table if it already exists in the parent table.  The 
consequences of this are investigated in depth in practical session 2.  The practical session also provides 
further notes on this issue. 

Key Point: A foreign key value can only be placed in a child table if it already exists in the 
Master table.  

One to one relationship exercise: 

What would the effect be if the foreign key field were allowed null values? Would this be a good or 
bad thing? 

ID Date of birth Consultant Specialty

1

2

3

4

5

12/03/45

03/10/55

23/12/61

30/05/70

05/01/75

Mr Smith

Dr Jones

Dr Anderson

Mr Smith

Dr Jones

Obs & Gyn

Med

surgery

Haemo

Ortho

Primary key

A table = consultant

Primary key

Another table = secretary

ID
Date started

work

Consultant

id Surname

101

102

103

104

105

04/02/97

23/12/96

15/02/96

10/10/96

07/07/96

1

2

3

4

5

Lawrie

Holbery

Kline

Bach

Schubert

Foreign key in secretary
table

= One consultant record is related possibly to one secretary
= A one to one relationship between the consultant and secretary tables

Foreign key

references primary
key in the other table
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5. One to many relationships 

This means that one record in a particular table, the master, is related to possibly several in another table 
called the child.  This is achieved by placing the value of the primary key of the master record in the relevant 

records in the child table where it is called a foreign key. 

One record

(master table)

Several records

(child table)
Refers to ->

 

An example should make things clearer.  Consider the situation where a consultant has many referrals and 
your department wishes to keep details of them.  It would appear sensible to have details of each consultant 
in one table and details of each referral in another.  You would 'relate' one to the other by way of a foreign 
key.  That is you would place the key value for a particular consultant record in each referral record.   

The situation described above is shown in the diagram below. 

ID Date of birth Consultant Specialty

1

2

3

4

5

12/03/45

03/10/55

23/12/61

30/05/70

05/01/75

Mr Smith

Dr Jones

Dr Anderson

Mr Smith

Dr Jones

Obs & Gyn

Med

surgery

Haemo

Ortho

Primary key

A (master) table = consultant

Primary key

A (child) table =referral

ID
Date of

referral

Consultant

id Surname

001

002

003

004

005

04/02/97

23/12/96

15/02/96

10/10/96

07/07/96

1

1

1

1

1

Lawrie

Holbery

Kline

Bach

Schubert

Foreign key to consultant

table

= One consultant record is related to possibly several referrals

= A one to many relationship between the consultant and referral tables
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6. Many to many relationships 

This means that several records in a particular table are related to possibly several in another table.    For 
example, a patient may be cared for by several consultants who each care for several patients.    Although 
this situation frequently occurs in the real world it is a rather complex situation for computer databases to 
cope with 

In the one to one and one to many relationships foreign keys were created to reference the associated 
records in the other table. In this instance we need to create a reference in both directions.  In the example 
given below the first solution, which is incorrect, embed a foreign key in the patient table creating problems.  

The correct solution in this instance is to create a 'intermediate table' (Reingruber Michael & Gregory 1994 

p.190) also called a resolution table.  

Dr Leg has two patients, John Smith and Mary Allan

Dr Thomson has one patient, John Smith

12345 Walter Leg male 01/04/70

98765 Dave Thomson male 06/04/50

023 Mary Allan 21/11/65 female

214 John Smith 01/01/55 male

Doctor Table:

Patient Table:

12345 023

12345 214

98765 214

'resolution' table

12345 Walter Leg male 01/04/70

98765 Dave Thomson male 06/04/50

Doctor Table:

Patient Table:

023 Mary Allan 21/11/65 female 12345

214 John Smith 01/01/55 male 12345

? John Smith 03/01/55 male 12345

 Incorrect solution - Trying to create the relationship by placing a foreign key in the patient table:

 correct solution - Create a new table with primary keys form both tables in it:

 

 

The 'resolution' table solves the problem with the least fuss.  Basically, what we have done is copied the 
primary keys from each of the tables into a new table which is the resolution of the problem.  The resolution 
table in this instance consists of two fields which form the primary key.  

 



Database concepts (2) 

Robin Beaumont  14/09/2011  e-mail: robin@organplayers.co.uk       D:\web_sites_mine\HIcourseweb new\chap7\s3\dbcon2.doc                 Page 7 of 8 

7. Collections of relationships: the Consultations database 

A simple database, such as the consultations database we will create in the practical chapters will contain 
less than a dozen relationships.  However complex databases may contain hundreds of tables with many 
relationships. 

In the first practical chapter we created several tables to form a consultations database which you saved as 
Con1.  We will be adding several relationships to these tables in the next practical chapter.  To get you 
thinking about the possible relationships between the tables attempt the following exercise.  You 're not 
supposed to be able to complete it at this stage, only think why it is so difficult! 

Exercise 1. Thinking about relationships 

Carry out the tasks described above to open 

Refer back to the details of the Cons1 database given at the end of the first practical session.  Look at the 
list of fields for each table. 

What do you think the relationship between the DOCTOR and PATIENT table might be?  Which field in 
which table is the foreign key? 

Explain why the EPISODE table has both a PATIENT ID field and a DOC ID field? 

Where do the diagnosis tables fit in the relationships? 

Do not worry if you found the above impossible it was designed to demonstrate how difficult it is to think 
about these relationships using ordinary language.  I find it almost impossible!  The way to do it is to draw 
diagrams which are described in the first modelling session.  

8. Why have relationships? 

You may wonder why have relationships in a database at all as they just appear to add complexity.  You 
could just have one large table or a set of unrelated tables?  We will consider each of these possibilities 
inturn to see why relationships are so important. 

9. Why not have everything in one large table? 

Often people feel you are making things unnecessarily complicated putting data into several tables.  Lets 
consider the one to many relationship 
example given in this session concerning 
referrals to a consultant. 

Instead of the two tables given previously 
lets have the data all in one table: 

Looking at the result we have a large 
amount of duplication. Each time there is 
the possibility of mis-typing etc. etc.  
Imagine if you wanted to find all the 
referrals to Mr Smith, in all probability you 

would miss some because of this.  What if Mr Smith became Miss Smith.   

These problems are known as update anomalies.  What if we had a new consultant with no referrals, there 
would be a set of empty fields.  How would we be able to stop a particular consultant accepting referrals but 
still retain their details.  Basically a recipe for disaster. 

Consultant
Consultant

ID Date of birth Specialty

1

1

1

1

1

2

3

4

12/03/45

12/03/45

12/03/45

12/03/45

12/03/45

03/10/55

23/12/61

30/05/70

Mr Smith

Mr Smith

Mr Smith

Mr Smith

Mr Smith

Dr Jones

Dr Anderson

Mr Smith

A  consultant/refs table

Referral
ID

Date of
referral

Referral
Surname

001

002

003

004

005

Lawrie

Holbery

Kline

Bach

Schubert

Obs & Gyn

Obs & Gyn

Obs & Gyn

Obs & Gyn

Obs & Gyn

Med

04/02/97

23/12/96

15/02/96

10/10/96

07/07/96
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10. Lets forget the relationships 

Considering the 'consultant has many referrals' relationship again. If the consultant and referral tables 
where unaware of the relationship the user would be free to place any value in the foreign key field in the 
referrals table that was designed to provide details of which consultant they belonged to.  The database 
wouldn't know that the values should be limited to those of the primary key in the consultant table.  One 
could muse what would happen if a particular consultant record was deleted but several of the referrals still 
belonged to her.  Questions such as these will be investigated in the next practical session.   

In contrast, once the database has been informed that a particular relationship exists between two fields it 

ensures that it is enforced.  The database acts as a policeman by enforcing  referential integrity.   

Enforced referential integrity  =  Relationship 

During the next practical chapter you will see how setting up such relationships (i.e. enforcing referential 
integrity) prevents users from deleting a master record (i.e. consultant record) that possesses child records 
(i.e. referral records) or prevents the creation of child records that are not related to a parent / master record 
(i.e. referrals with no consultant). 

11. Summary 

In this chpter we have discovered what  the term 'relationship' means in Relational databases, the common 
types of relationship and how they are implemented using foreign keys and resolution tables. A preliminary 
investigation of the possible relationships in the consultations database created in the first Access practical 
session demonstrated how difficult it is to consider them without some type of diagram.  The description of 
such a diagramming technique will be given in the first modelling session.  The practical side of creating 
relationships in a database will be covered in the next practical chapter. 

 

12. Check what you have learnt 

Now go back to the beginning of the material for the chapter and read through the 'Learning outcomes 
check list'.  How many can you tick.  If you are not sure about particular ones go back through the material if 
that fails please then ask me. 

13. References 

Reingruber Michael C.  Gregory William W 1994 The Data Modeling Handbook John Wiley & Sons 
Chichester 
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